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ABOUT ME

– ~10 years trading-systems & market-data engineering in CIB

– Now Engineering Manager, FORRS GRYT EXE.QT

– Engineering AI sensibly into MDM work, day-to-day

TODAY

1. AI landscape + vocabulary

2. Why vendor independence matters

3. Use cases — three deep dives + verdicts on the rest

4. Open architecture in three maturity levels

Setting the stage

Vendor independence is a strategic architecture decision —

sized to your workload.

Where you accept lock-in, where you keep optionality.
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AI vocabulary and concepts

Building blocks Connection layer
LLM your reality

Honesty + control

LLM
Large Language Model

Predicts the next token (piece of text). 
Stochastic by nature, not deterministic.

RAG
Retrieval-Augmented Generation

Pulls your documents into the LLM's context.

Hallucination

Confident-sounding output not grounded in 
input or fact. Consequence of stochasticity, 
not a fixable bug.

Agent
LLM in a loop

Can invoke tools and decide what to do next.

MCP
Model Context Protocol

Exposes your tools to the LLM. Open protocol 
— swap clients without rewriting tools.

Eval harness

Frozen input/output set, scored against gold 
standard. Regression-test suite for AI.

LLM is stochastic. The right column is how you engineer around that.
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AI landscape: Vendors × deployment options

API Managed service Self-hosted On-prem

Frontier-closed
OpenAI · Anthropic · 
Google · xAI

~  EU varies

– OpenAI

– Anthropic

– Google

– xAI

– (direct APIs)

✓ EU-deployable

– Azure OpenAI

– AWS Bedrock (Anthropic)

– Vertex AI (Gemini)

✗ rarely on offer

– N/A

✗ rarely on offer

– N/A

Open weights
Meta Llama · Mistral · 
DeepSeek · Qwen

✓ EU-deployable (EU-HQ)

– Mistral La Plateforme

– Together AI

– OpenRouter

– HF Inference Endpoints

✓ EU-deployable

– AWS Bedrock (Llama, Mistral)

– Azure AI Foundry

– Vertex AI Model Garden

✓ EU-deployable

– vLLM · Ollama · TGI

– on your own VM

– (any open-weights)

✓ EU-deployable

– Same stack

– in your DC

EU-deployable today = data + processing in EU/EEA, EU-law contracts, audit rights, no Schrems-II-problematic US transfers. Anchored in DSGVO, DORA (in force Jan 2025), Schrems 
II. In motion: EU AI Act phasing through 2026–27, sovereign-cloud certifications, and the geopolitical drivers behind all of it. Snapshot, not a permanent map.



55

Why vendor independence: Strategic gains

Each is a knob. Value scales with your workload.

Optionality
frontier models leapfrog quarterly

Lock-in costs you the next jump.

Cost dynamics
pricing varies; today's prices subsidised

Unit economics shift on normalisation; own-infra is both a hedge and a cost saving.

Risk / policy diversification
outages, deprecations, pricing shifts

Each has occurred publicly within the last 18 months — failure mode is real.

Compliance / sovereignty
BaFin, DORA, EU residency constraints

Supervisors increasingly question single-vendor critical dependencies.

Vendor independence is a strategic architecture decision with measurable benefits —

sized to the workload.
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Use case landscape: Six application shapes

Application shape Use cases

Mapping / cross-vendor reconciliation
structured-input → structured-output

Vendor feed normalization (incl. ESG harmonization, cross-asset entity resolution) · Symbology mapping · 
License-vs-usage compliance

High-volume generation
LLM produces content at scale, eval-driven routing

Catalog + metadata enrichment (incl. methodology summaries) · Synthetic data generation for backtesting

Agent / tool-using workflow
LLM orchestrates tool calls and decisions

Incident triage · Regulatory text monitoring · Data lineage extraction (heterogeneous stacks)

Narrative explanation
LLM turns numbers into prose for humans

Outlier explanation · Regulatory reporting narratives · News sentiment · Cost / usage optimization

Search / exploration
LLM as natural-language interface to data

Conversational SQL · Conversational dashboards · Embedding-based instrument similarity · 
Voice-driven trading-desk assistant

Detection
pattern recognition in time-series / numeric data —
structurally weak fit for LLMs

SLA / latency anomaly detection · Predictive pipeline maintenance · 
Time-series foundation models (TimeGPT et al.)

Bold = deep dive (next 12 min)   ·   Italic = covered in Göksel's morning panel   ·   plain = verdict on the next slide
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Use case 1: Vendor feed normalization

Vendor multiplicity Semantic drift Free-text enrichment Methodology change

LLM is suggestion and explanation, never decision.
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What it looks like and the architecture choice

Field — Bloomberg vs Refinitiv/LSEG State

ISIN / CUSIP D

Coupon, frequency, day-count D

Maturity / first-call date — calendar-convention annotation D

Issue type (“Senior Unsecured Notes” vs “Sr Unsec”) A

Issue notes / methodology free-text R

Industry classification (vendor code → internal taxonomy) R

Sustainability / ESG flag (vendor methodology ambiguous) E

D  Committed deterministic mapping (no LLM in the loop)

A  LLM-suggested → human-accepted → committed back into D

R  LLM-suggested → awaiting human review (open state)

E  Human-escalated → needs investigation; resolved E refines the deterministic core

ARCHITECTURE CHOICE

Frontier model behind a thin adapter

broad world knowledge for free-text + ontology work

Eval harness over reviewed mappings

regression-test suite for AI

No fine-tuning at this volume

onboarding + drift-driven, not steady-state

Trade-off

give up vendor reasoning APIs and prompt-cache tricks 
(acceptable here)

Vendor coverage in scope: Bloomberg · Refinitiv/LSEG · ICE · SIX · FactSet · MSCI
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Use case 2: Catalog + metadata enrichment at volume

Catalog staleness Methodology drift Multi-vendor coverage Scale

At volume, the question isn't “does the LLM work?”, but it's “which one, at what cost, against what eval?”
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What it looks like and the architecture choice*
OPTION-ADJUSTED SPREAD (OAS) — bond derived field

Field keys  OAS_BPS_TO_BENCHMARK · Option_Adj_Spread_bps Samples  145.7 · 138.2 · 162.4 bps

Anthropic Claude OpenAI GPT Mistral-FT

Name
Option-Adjusted Spread Option-Adjusted Spread OAS

Description

Yield spread over benchmark 
curve, with embedded-option 
value stripped out. In bps.

Spread over benchmark curve, 
adjusted for embedded option 
value. In bps.

Option-adjusted yield spread 
to benchmark curve. In bps.

Methodology

BBG OVME (daily-recal vol); 
LSEG BK (EOD vol surface). 
Comparable, not identical.

Vendor-specific (BBG OVME / 
LSEG BK).

Vendor option-pricing model 
with EOD vol surface.

Tags
spread · derivative-pricing ·
vendor-method-variance · oas

spread · oas · 
embedded-option

spread · oas · bond-pricing

Anthropic Claude OpenAI GPT Mistral-FTEVAL SCORECARD

Tag-set overlap (gold) 4 / 4 3 / 4 2 / 4

Methodology rubric (0–3) 3 2 1

Cost / generation $0.012 $0.008 $0.001

Latency 2.1 s 1.8 s 0.4 s

Routing decision  Bulk drafting →Mistral-FT (10× cheaper, acceptable on simple fields)  ·  Methodology summaries 
→Anthropic (best at vendor-method nuance). Re-runs on every model release.

ARCHITECTURE CHOICE

Eval-driven routing

model choice is a measured answer, per workload

Fine-tune is a response, not a starting 
point

engaged when the eval gap justifies it

L2 architecture

adapter + multi-vendor + eval-driven routing

Trade-off

structured-output normalisation grows with vendor 
count; multiple billing surfaces

* Illustrative example — pattern and ratios realistic; 
specific values synthesised for clarity, not measured.
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Use case 3: Incident triage as a tool-using agent

Constant feed breaks Multi-vendor coverage Audit pressure Runbook drift

Tools are stable infrastructure. The LLM is the swappable client.
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What it looks like and the architecture choice

MCP — TOOLS DECOUPLED FROM CLIENT ARCHITECTURE CHOICE

MCP turns tools into stable infrastructure

Agent autonomy is earned, not bought

Process eval scores the whole sequence

Trade-off: process eval is engineering-expensive

Time Event Type Time Event Type

14:32:11
Monitoring flags pricing feed for vendor X / asset class Y 
stale ≥ 5 min D 14:32:16

Recommends Tier B action: switch to alternate pricing source for 
the affected window. Customer-facing → human approval L

14:32:12
Agent invoked. Calls get_feed_status(X, Y)→ degraded; 
search_runbooks(symptom=stale-feed, vendor=X)→3 L+T 14:32:18 On-call reviews and approves H

14:32:14
Agent classifies: vendor-side incident, recurring class, 
runbook RB-024 applies L 14:32:19

Agent executes: route_feed(target=Z), 
notify_stakeholders(#feed-incidents), L+T

14:32:15
Calls query_dependency_graph(feed=…)→7 downstream 
consumers, 2 customer-facing L+T 14:33:00

Postmortem queued: agent drafts timeline + suggests runbook 
update for review L

D deterministic ·   L LLM reasoning ·   T tool call ·   H human gate
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Use case landscape: Verdicts

Worth doing

– Vendor feed normalization (D1)

– Catalog + metadata enrichment (D2)

– Incident triage (D3)

– Regulatory text monitoring (BCBS 239, MiFID II, 
DORA, SFDR)

Context-dependent

– Outlier explanation (detection stays classical)

– Conversational SQL

– Conversational dashboards

– Data lineage extraction (heterogeneous stacks)

– News sentiment

– Symbology mapping

– Embedding-based instrument similarity (research-
side)

– Regulatory reporting narratives (numbers stay 
deterministic)

Don't

– SLA / latency anomaly detection

– Time-series foundation models (TimeGPT et al.)

– Synthetic data generation for backtesting

– Voice-driven trading-desk assistant

– Predictive pipeline maintenance

BUT WHAT ABOUT…

License + cost (Göksel's morning panel)  ·  Trading-adjacent topics (another talk)  ·  Your experiences (let’s chat afterwards)
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Open architecture: Three maturity levels

L1  Try it cheaply L2  Hedge your bet L3  Production-grade

Time to setup ≈ 1 month ≈ 3 months 6–12+ months

Infrastructure

API access only, no new infra – Routing service

– Eval-harness compute

– Fine-tune pipeline if eval-justified

– GPU capacity (self-hosted or rented)

– Inference runtime (vLLM / TGI)

– MCP servers

– Fine-tune pipeline maintained

Adapter Thin, one frontier API Multi-vendor (2+) Multi-vendor + self-hosted mix

Eval harness Frozen test set, regression checks Drives per-workload routing Whole-trajectory eval

Observability App logging Per-workload monitoring Vendor-neutral tracing

Enables Use case 1 Use case 2 Use case 3

What you give up Vendor reasoning APIs, prompt-cache tricks Some vendor-deep features Simplicity

Don't build L3 if your workload only justifies L1.
Today's prices are subsidised — own-infrastructure is both a hedge and a cost saving.
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If you heard your own problems in this

…in a deep dive, in a verdict, or anywhere on the map:

– Cross-vendor mappings that never finish

– Catalogs that go stale before they're done

– Ops triages that re-run the same incident every week

FORRS assesses honestly — whether AI is the right lever, and which maturity level your workload actually 
justifies.

Build the level your workload justifies. Not more.
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